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1. General Comments

The theory of formal languages is one of the fundamental areas in theoretical
computer science. It has served as a basis for formal modeling from the early
stages of programming languages to the recent beginnings of DNA computing.
This handbook gives a comprehensive coverage of some important aspects and
subareas of the field. The Handbook of Formal Languages consists of three volumes:
Volume 1 focuses on trends and aspects of mathematical language theory, Volume 2
discusses many aspects pertinent to linguistics. This volume also contains some
trends on aspects of mathematical theory. Volumes 1 and 2 mainly focus on linear
aspects of formal languages, while Volume 3 deals with non-linear aspects. Here,
non-linearity means that the languages studied do not consist of strings, but rather
of trees, graphs, or some other non-linear data structure. However, the divisions
between volumes are by no means strict.

According to its preface, the Handbook of Formal Languages aims to be:

1. an accessible historical reference,
2. a general source of information,
3. an overall course aid, and
4. a compact collection of material for self-study.

The Handbook has definitely achieved its first three goals. As to the fourth item, it is
treated irregularly across chapters, so I dare not state that it has been achieved in the
Handbook as a whole. As I will discuss in Section 2, some chapters are little more
than enumerations of definitions and theorems. It is difficult to determine, indepen-
dent of the reader’s background, whether these can be used as self-study material.
In contrast, there are some chapters that, despite their compactness, provide the
reader with a great level of detail, together with a very intuitive approach. In some
other cases, chapters become very technical very rapidly, and I find it difficult to
appreciate their contribution.
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The Handbook is a huge book with around 2000 pages full of dense information.
Clearly, my background knowledge on formal languages and the time I could spent
on reading the Handbook are by no means enough to provide a detailed review.
Still, I tried to read all of the three volumes in order to get an impression of the
information I could get as a ‘casual’ reader.

Since all the chapters deal with well established areas, there is little room for
controversy or disagreement. Instead of judging the technicalities involved in each
chapter, I will focus more on the readability of the Handbook.

2. Comments per Chapter

Two types of chapter can be distinguished: those in which authors try to give a
complete survey of an area, and those where authors try to introduce the reader to
the topic. I guess the first type is more appropriate for a handbook, but I found the
second more useful and enjoyable.

2.1. VOLUME 1

This first volume of the Handbook gives a comprehensive authoritative exposition
on the core of language theory.

2.1.1. Formal Languages: An Introduction and a Synopsis
Chapter 1 has three parts: it starts with a very nice introduction to natural languages,
it follows with some results on formal languages and it concludes with a telegraphic
survey. In my opinion, the first part is very nice and easy to read, the second is a bit
harder to follow but still readable. The third part, as the author himself suggests,
should be used only as a quick reference. I tried to read through it, and I found it
very hard.

2.1.2. Regular Languages
This chapter presents a general overview of the state of the art research in regular
languages. It is very well written and organized. The reader is walked through many
results in regular languages, from basic to more advanced ones. A well thought
collection of properties are proven, and references are given for those proofs that
have not been included. Quite a nice overview of the literature is provided, results
are very well interrelated and organized. The chapter is very good at communicating
technical notions resorting to clear intuitions. The last section presents an overview
of properties related to complexity issues that can be very handy. Just a minor bug:
in Figure 12(b) there is a link missing from state 0 to state 2.

2.1.3. Contex-Free Languages and Pushdown Automata
This is a very technical chapter. I had problems understanding the way it is presented.
Unfortunately, it was the first time I came across equations as used for describing
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context free grammars. I have the impression that the authors assumed that the reader
is more familiar with this kind of notation. Since I am not an expert on CFGs, I would
have appreciated some intuitive counterparts for most of the concepts. Since the
chapter is rather technical, it was hard for me to appreciate the presented results, but
I believe that advanced readers will find it rather interesting. On page 124, “weak”
is missing in the definition of Chomsky Normal Form.

2.1.4. Aspects of Classical Language Theory
This chapter examines various grammatical formalisms. The exposition is very
clear, and I found it very nice to read. I enjoyed a lot the intuitions provided and
the more ‘philosophical’ type of questions addressed in the first part of the chapter.
From Section 2, it becomes more dense, it becomes a long enumeration of theorems,
with pointers to their respective proofs, which are omitted. I was impressed by the
number of properties that are undecidable. There are some results that are hard to
asses because they are too technical. In general, the chapter constitutes a nice map
of the area. It is also a map for the whole Handbook, since it establishes explicit
links with the other chapters in the Handbook.

2.1.5. L Systems
This chapter is very well integrated in the book. It is about L systems, which I
was completely unaware of. L systems can be considered a generalization of the
idea of rewriting. I sincerely enjoyed this chapter. I think it is very well written
and it is targeted to non-experts. The concepts are introduced very intuitively, and
open questions are clearly marked, to give a hint of the complexity of the system.
Technical results are not proven, but their implications are discussed. A minor bug:
Theorem 4.6 has a sentence in the statement that should be outside the theorem
environment.

2.1.6. Combinatorics of Words
The goal of this chapter is to consider combinatorial properties of words from the
point of view of formal languages. It deals with problems like mapping between
word monoids, binary, equality languages, separation of words by finite automata,
the defect effect, equations to define properties about words, and a fundamental
property of periodicity. Finally, partial orderings of words and finite sets of words
are covered. I found this chapter clearly written despite the complexity of the topics
it covers. Most of the proofs are explained intuitively before the formal proof is
given. Pictures are well used. I have the impression that the authors have chosen
to focus on only a few aspects of combinatorics of words, presenting them with
as much detail as possible. This contrasts with the approach in most of the other
chapters, which give as much material as possible, providing in some cases just a
list of results with virtually no interpretation.
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2.1.7. Morphism
This chapter focuses on combinatorial aspects of a word monoid, a free monoid
that is generated by a finite alphabet of letters. It covers some decidable cases of
the Post Correspondance Problem, it outlines its undecidability for the binary case.
Equality sets and systems of equations are also discussed. The chapter offered me a
completely different perspective on formal languages. I found the idea of equations
very interesting, but still hard to get used to. This is also an example of a chapter
were the authors have carefully selected the material to include in order to capture
the reader’s attention, instead of giving a complete overview of the known results.

2.1.8. Codes
This chapter discusses the theory of coding from a formal language perspective. It
is self-contained and some effort is spent to set up a very precise notation of words,
languages, and factorization of words. Some alternative approaches to the notions
of error correction and decoding are also given, together with natural codes. To
my opinion, this chapter contains some sections that escape the scope of formal
languages. The general idea of showing that there exists an approach to codes that
is not probabilistic-information theoretic is a plus in itself. A lot of information
is provided, the authors intended to cover as much material as they could without
writing a book themselves.

2.1.9. Semirings and Formal Power Series
Their Relevance to Formal Languages and Automata The goal of this chapter
is to present some classical results of formal language theory and automata by
an algebraic treatment using semirings, formal power series and matrices. The
authors argued that these three devices make the proofs computational in nature,
and, consequently, more satisfactory than customary proofs from a mathematical
point of view. The first impression I got was that the chapter presented nothing
more than a more complicated way to prove things that were already known. The
authors proved me wrong by presenting results that are difficult, if not impossible,
to establish by other means. It is well-written, almost all proofs are given and the
authors pay a lot of attention to keep the mathematical complexity in one side and
the intuitions behind the proofs in another side.

2.1.10. Syntactic Semigroups
This chapter provides an overview of what is known as the algebraic theory of finite
automata. It deals with languages, automata and semigroups, and has connections
with model theory in logic, boolean circuits, symbolic dynamics and topology. The
aim of this chapter is to provide the reader with an overview of the main results in the
area, but it is biased to favor the main ideas rather than the technical developments.
Most of the proofs have been left out, but numerous examples are provided that help
the reader in grasping the main concepts. The chapter is well written and fulfills its
goal by communicating many deep intuitions.
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2.1.11. Regularity and Finiteness Conditions
The aim of this chapter is to present some recent research work in the combinatorial
aspects of the theory of semigroups, which are of great interest both for Algebra
and Theoretical Computer Science. It is very technical and I got the feeling that
the items it covered were somehow disconnected. It is mostly an enumeration of
definitions, lemmas, and theorems, so, if the reader is not familiar with the topic,
the chapter is hard to follow.

2.1.12. Families Generated by Grammars and L Systems
This chapter focuses on equivalence between families of grammars. It covers the
phenomenon of density, one of the most interesting phenomena I found in the
Handbook, by which families of grammars are shown to be dense with respect
to an order relation based on expressive power. It is very well written and the
authors managed to capture my attention. It is easy to read, and presents a very
nice perspective on generation. The contents are very well planned and I think it is
a very nice chapter for concluding the volume dedicated to the more mathematical
aspects of formal languages.

2.2. VOLUME 2

This second volume of the Handbook contains the most fundamental applications
of language theory. Various aspects of linguistics and parsing, both natural and pro-
gramming languages, symbolic manipulation, and pattern matching are discussed.
A special feature is the recently very active field of DNA computing.

2.2.1. Complexity: A Language-Theoretic Point of View
The goal of this chapter is to concentrate on the intersection of formal language
theory and computation (complexity) theory, on the methods developed in formal
language theory and used in complexity theory as well as on the complexity of lan-
guage recognition and generation. It covers a lot of complex material. All theorems
are proven or their proofs are sketched. It is assumed that the reader is familiar with
words, languages, automata, Turing machines, grammars, and rewriting systems.
Apart from this, the chapter tries to be self contained, it introduces and discusses
background knowledge on computability theory and structural complexity. It is
well written, the chapter contains some “digressions” sections which I enkoyed
very much. Unfortunately, it becomes technical very soon, and I found it hard to
follow.

2.2.2. Parsing of Context-Free Languages
This chapter presents parsing schemata, a mathematical generalization of parsing
algorithms. It shows how parsing algorithms can be compared and how a parsing
algorithm can be derived from another using the parsing schemata framework.
It is very well written and structured. First, it presents an informal account of
the formalism using simple and well known parsing algorithms. Then, the formal
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approach is presented. The chapter is easy to read, self contained and very focused;
it can be used as a nice introduction to the topic.

2.2.3. Grammars with Controlled Derivations
This chapter presents some mechanisms that extend the expressive power of con-
text free systems to mild context sensitive ones. It is very technical and requires
background knowledge on L-systems, as is clearly stated by the authors.

2.2.4. Grammar Systems
This chapter presents grammar systems, a formalism designed to study grammatical
formalisms in distributed and concurrent systems. It is self contained, very well
structured and presents the two main classes of Grammatical Systems. It presents
and addresses the main questions such systems have to face, and states which
answers to these questions are known and which are unknown.

2.2.5. Contextual Grammars and Natural Languages
The chapter introduces the grammatical formalism of Contextual Grammars. It
describes the formalism very briefly and provides a linguistic perspective upon
it. It states which linguistic phenomena the formalism tries to capture. I found it
somewhat poorly organized. For instance, it was hard for me to identify its goal or
direction. Still, the chapter is very interesting because it attempts to solve classical
problems on well formed strings in natural language. The list of references is also
very useful.

2.2.6. Contextual Grammars and Formal Languages
While the previous chapter provides the motivation behind contextual grammars,
this one focuses on the formalization of the approach. Both provide a good example
on how language theory has developed: at the very first stage, a grammatical for-
malism is proposed, to attack or capture very specific phenomena. Then, ideas are
formalized, and a new formalism emerges. The chapter provides different flavors
of contextual grammars and a review of their properties.

2.2.7. Language Theory and Molecular Genetics
This chapter presents the splicing operations over strings. It defines a formal appara-
tus using the splicing operation as a generator, and compares the resulting formalism
to the Chomsky hierarchy. The chapter provides a very intuitive explanation of the
splicing operation. It elicits its relation with the world of DNA computing, and
introduces a formalism capturing this intuitions. After this introduction, the links
with DNA disappear and the chapter focuses on the resulting formalism. It becomes
very technical very fast and some previous knowledge on L systems is required.

2.2.8. String Editing and Longest Common Subsequences
This chapter presents an algorithmic approach to the problem of string editing and
longest common subsequences. It is very clear and self contained. All algorithms
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are very well explained and the areas of application of these problems are also very
well marked.

2.2.9. Automata for Matching Patterns
This chapter describes several methods of word pattern matching that are based on
the use of automata. Pattern matching is the problem of locating occurrences of a
pattern in a text file. The chapter presents algorithms and data representations for
solving this task. This is a nice chapter, full of examples, and figures are very well
used. The level of complexity is very low, and it is self contained. I found it easy
to read.

2.2.10. Symbolic Dynamics and Finite Automata
This chapter presents some connections between symbolic dynamics and finite
automata. It is self contained, although some of its proofs are only sketched. It
presents yet another completely different perspective on formal languages. I found
the chapter very interesting but hard to read. Still, it manages to provide a glimpse of
what is going on, and about the connection between these two completely different
areas.

2.2.11. Cryptology: Language-Theoretic Aspects
The chapter presents various cryptographic systems from a language theoretic per-
spective. To my opinion, the perspective is rather artificial. I have the impression
that everything that has a computation can be related to formal languages for obvi-
ous reasons. In this chapter, formal languages are used as the formal background,
like solid ground to walk upon. Apparently, the theory of cryptographic systems is
just starting to profit from this solid ground.

2.3. VOLUME 3

This third volume of the Handbook discusses language theory beyond linear or
string models: trees, graphs, grids, pictures, computer graphics. Many chapters
offer an authoritative self-contained exposition of an entire area. Special emphasis
is on interconnections with logic.

2.3.1. Tree Languages
The goal of this chapter is to present a general survey of the theory of tree languages,
with a special attention to regular tree languages. It presents everything you would
find in an introduction to regular expressions for trees. Despite the usual order in
the presentation of the material, the chapter discusses the relation between Tree
Languages and Universal Algebra from the very beginning. It contains a section
for defining the basic concepts of Universal Algebra, but the authors do seem to
assume that the reader has some prior knowledge on Universal Algebra.
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2.3.2. Tree-Adjoining Grammars
This chapter describes in great detail tree-adjoining grammars. It constitutes a whole
story by itself, covering many aspects of tree-adjoining grammars and showing why
it is an interesting formalism for practical usage, in particular to deal with natural
language. I believe the chapter can be used as an excellent example of how to
introduce a new formalism: which aspects should be discussed, and how it should
be related to well known and established formalism.

2.3.3. Context-Free Graph Grammars
This chapter introduces and discusses a class of grammars that modifies graphs by
replacing nodes with graphs. The replacement is contex-free in the sense that the
node to be replaced is the only thing that matters for deciding the replacement.
Two main families of graph grammars are presented. The chapter is well written,
but it requires a high level of mathematical training to be able to understand the
results. Graph grammars are very well presented and related to other families. The
notation of grammars is a bit hard to follow, but pictures are used very well to
convey, sometimes, very intuitive ideas.

2.3.4. Two-Dimensional Languages
This is a very interesting chapter, not only because of the topic itself, but also
because its aim is rather different from the rest of the book. In this case, the authors
are aiming at a solid formalization of two-dimensional languages. The idea of what
they understand by solid is clearly stated. The chapter presents different approaches
that try to capture their idea of robustness. It is very well written, problems and
advantages of each approach are clearly stated. It reaches deep levels of complexity,
still keeping the tone of the discussion rather intuitive.

2.3.5. Basic of Term Rewriting
This chapter introduces the basic notions of the generalization over grammars
considered as a rewriting procedure. It focuses specifically on rewriting systems
where equalities can be effectively computed. I found it hard to get used to the
notation. The presentation is rather technical, and concepts are hardly ever explained
intuitively.

2.3.6. ω-Languages
The purpose of this chapter is to enumerate the main results in the area of languages
of infinite strings. The presentation is as related to formal languages as this small
bit, given that infinite languages are considered as a metric space from the very
beginning.

2.3.7. Languages, Automata, and Logic
The aim of this chapter is to study formal languages from the perspective of math-
ematical logic. The chapter focuses on the relation between finite automata and
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monadic second-order logic. It is very much self contained, and it covers the above
mentioned relation with great level of detail, but it is not easy to read as it becomes
very technical.

2.3.8. Partial Commutation and Traces
This chapter focuses on properties of partial computations and traces, a concept
based on the behavior of elementary net systems. It contains useful bibliographic
sections for each of the concepts covered. The concept of traces are shown to
be useful for parallel and concurrent applications. Properties on expressivity and
computational aspects of trace languages are discussed. As with almost all chapters
in the last volume, this one is very technical and mathematically complex. Still, I
believe this is a valuable, self contained introduction to the topic.

2.3.9. Visual Models of Plant Development
This chapter presents applications of L-systems to the modeling of plants. It is very
well written and easy to follow. Graphics are very well used to convey the main
ideas. It is shown how powerful a formal system can be to model non-trivial objects
as plants. I found this chapter beautiful.

2.3.10. Digital Images and Formal Languages
This chapter focuses on the applications of weighted finite automata to image
specification, image-data compression and application of weighted transducers to
image manipulation. This is another chapter where the power of formal systems is
exemplified. This is the only chapter that deals with weighted automata, although
they are applied in many areas, like natural languages and probabilistic systems.
The chapter is less complex than the previous one; it is very easy to follow, and
provides very nice examples.

3. Wrapping Up

There we have it: an extremely rich source of fascinating information, with over
2000 pages on formal languages. What I found to be one of the most valuable
features of the Handbook is that it clearly describes the main research questions
faced in different areas. Every chapter provides a clear overview of what the issues
are that remain to be answered in each area, in most cases, in the form of a list of
problems to be solved.

Is there nothing left to be desired? No. For a publication of this size, uniformity
of the style and organization of the chapters, and exhaustiveness of the table of
contents and the back-of-the-book index are important desiderata. While writing
my PhD thesis I used the Handbook as a reference book, and I found that the index
does not contain some terms and concepts that I later did find in the book, e.g., the
concept of filtering is defined in page 79, and it is not mentioned in the index. Then,
I found it a little bit confusing that the book does not have a common editorial line:
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different chapters have different styles. For example, citation style differs from one
chapter to another (c.f., Chapter 2 and 3 from Volume 2), and some chapters contain
summary sections, while others do not (c.f., Chapter 1 and 3 from Volume 2). But
these are minor things. On the whole, the Handbook is a beautiful example of how
scientific handbooks should be organized and structured.

Two thousand pages is a lot, certainly enough for most readers to end up
realizing they know very little about the area of formal languages, even if they
have been working in the area for years. Still, 2000 pages is not enough to be able
to cover each and every aspect of the area. For instance, I missed chapters about
probabilistic languages and learnability of formal languages. But these are minor
misgivings: I strongly recommend the Handbook of Formal Languages to anyone,
student or researcher alike, with an interest in formal languages.

Gabriel Infante-Lopez
Facultad de Matemática, Astronomı́a, y Fı́sica
Universidad Nacional de Córdoba
Haya de la Torre s/n
Ciudad Universitaria
Córdoba CP(5000)
Argentina
E-mail: gabriel@famaf.unc.edu.ar

Conceptual Spaces. The Geometry of Thought, Peter Gärdenfors, ed., Cambridge,
MA: A Bradford Book, The MIT Press, 2000 (paper 2004), Price: $19, Preface: 10
pp, Pages 262, Notes/refs/index 44, Paperback, ISBN 0-262-57219-2

All sciences struggle with the age-old enigma of naming and mapping knowledge in
such a way that different cognitive approaches can make use of each other’s insights,
discussions and quests. In this book Peter Gärdenfors, professor of cognitive science
at Lund University, Sweden, takes an all-embracing approach in defending the
notion of conceptual spaces as the promising next step in mapping knowledge.
Gärdenfors honestly starts with pleading guilty that his treatment will and cannot
fully satisfy his audience of philosophers, psychologists, linguists and computer
scientists. His basic methodological position is instrumentalistic. Gärdenfors tries
to augment the various knowledge representation schemes with the all compassing
notion of conceptual spaces as tool for aggregating as well as segregating concepts.
Firstly, the author sets out to define the necessary geometrical notions that will
enable the use of the concept of space as container for related cognitive notions.
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Subsequently, he discusses an enormous amount of research literature, in an attempt
to proof his thesis that a geometrical approach can be helpful and necessary for more
operational models fit for computational schemas.

Gärdenfors places his geometrical structures next to symbolic and connection-
istic approaches, though his main goal remains pragmatic, in order to facilitate
automated knowledge representation.

The main thrust of Gärdenfors’s approach is the notion of quality dimensions
that allows for a clear distinction between different physiological or mental repre-
sentations. The central notion for his geometrical approach is convexity. This means
that related concepts aggregate within more-or-less separable parts in a space de-
fined by its relevant quality dimensions. In great detail, all kinds of examples of
representations from the cognitive science literature at large are discussed in an
enthusiastic attempt to show that geometrical structures can advance the methods
discussed.

Unfortunately, the author’s enthusiastic and scholarly tour-d’horizon does not
go beyond setting the stage. In his zeal to defend his certainly very valid thesis,
his instrumentalism works against him. This can be illustrated best by his worked
out example of colour spaces. Phenomenally of interest are the various colour
perceptions. That is to say, how humans perceive the various visible frequencies
of electromagnetic radiation. In the Swedish natural colour system (NCS) he uses,
we can depict colours, as a geometric structure of three qualities. Firstly, Hue,
which can be defined technically as the quality of sensation according to which
an observer is aware of differences of wavelengths or radiant energy. This can be
represented as a circle with a small grey inner circle and with the various colours
as segments of a larger circle embedding the grey one. The radius of this circle
is the Saturation or Chromaticness. So, Hue can be measured in degrees, whilst
Chromaticness is a straight line. Orthogonal on this circle we can also define the
linear dimension of Brightness (or Lightness). In an attempt to illustrate the notion
of betweenness of two colours, Gärdenfors shows that the best way to do this in the
Hue two-dimensional plane is by using polar, instead of Cartesian coordinates. In a
nutshell this recurring example shows that indeed geometrical representations can
be thought up and coordinate systems can be endowed to the geometrical structure
at will, but this only shows that some problems can be made manipulateable given
a selection of quality dimensions and coordinate systems. As Gärdenfors explicitly
argues that he does not deal with ontological issues, the question remains open to
what extent his approach is only a nice representation scheme? After all, at the end
of the day our cognitive capabilities are grounded by physiological processes in
a real world. Hence, quality dimensions and topology must preferably approach
real processes. This is the key distinction between mathematical games and models
versus real human cognitive processes.

In his last chapter Gärdenfors expands on the computational aspects of his
approach. Although the author does not convince his readers that conceptual spaces
are a general solution to representation problems, this book digs deeply into the
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literature and provides sufficient critical discussions with many authors to make it
an instructive and thought-provoking read.

Joost Kircz
KRA Publishing Research
Prins Hendrikkade 141
1011 AS Amsterdam
The Netherlands
E-mail: office@kra.nl

Interrogative Investigations: The Form, Meaning and Use of English Interrogatives;
Jonathan Ginzburg and Ivan A. Sag, Stanford, CA, 2000; CSLI Lecture Notes 123;
CSLI Publications; $65 (cloth) $30 (paper); xii +449; ISBN: 1-57586-277-8 (cloth)
1-57586-278-6 (paperback)

In the well-known parable of the blind men and the elephant, several blind men are
each asked to describe their own view of what an elephant is. Naturally, each man
provides and vehemently defends a very different description, depending on which
part of the elephant he is feeling. The linguistic analysis of questions is certainly
a pretty big elephant, in terms of both the complexity of the topic and the amount
of literature devoted to it. Indeed, questions have been amply analyzed from both
syntactic and semantic viewpoints (not to mention logic, pragmatics, etc.), but it is
very seldom that a unified view with large empirical coverage has been presented.
This is the ambitious task that Ginzburg and Sag undertake in this voluminous
book.

The book starts with an introduction of the authors’ main approach (Chapter 1)
and a review of the basic tenets of HPSG, restricted to declarative clauses
(Chapter 2). The authors’ basic approach to the semantics of questions is then
presented, starting with an exposition of a detailed semantic ontology including
propositions, outcomes, facts, and questions (Chapter 3), followed by the basic
semantics of questions as propositional abstracts (Chapter 4). An HPSG account
of unbounded dependencies follows, based on percolation of the SLASH feature
(Chapter 5). Syntax and semantics are then integrated to provide a full treatment of
basic interrogatives and exclamatives (Chapter 6). A thorough analysis of reprise
questions, a topic that has usually escaped detailed attention in the linguistic liter-
ature, is provided next (Chapter 7). The authors then show how the basic approach
can be extended to account for short answers, sluicing, and negative questions
(Chapter 8). The book closes with a substantial appendix, providing type hier-
archies, type constraints, formal definitions of the semantics, and lexical entries
(Appendices A, B, and C).
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The main evolutionary change in HPSG from earlier versions (Pollard and Sag,
1994) is a move toward Construction Grammar (Sag, 1997; Kay and Fillmore,
1999). Whereas earlier HPSG adopted Lexicalism, the view that features of
derivations are projected from the lexicon, Construction Grammar enumerates
different kinds of allowed constructions as basic. As an example (Chapter 1,
Example 7), certain wh-words may appear in wh-questions, requiring inversion of
the auxiliary (Which desk did they build?), wh-relatives (the desk which they built . . . )
and wh-exclamatives (What an ugly desk they built!), but not in the extracted position
of topicalized sentences (That desk, my friend from Denmark built). In a lexicalized
grammar, it would have been up to the lexical entries of the wh-words (e.g., which) to
account for these facts. In Construction Grammar, each of these may be a separate
construction. Adopting constructions allows the authors to bring more and more
phenomena into the purview of the grammar.

Despite being distinct, different constructions might nevertheless have striking
commonalities. Ginzburg and Sag show how such regularities may be compactly
encoded into a type hierarchy with multiple inheritance. This approach allows the
flexibility of introducing as many constructions as necessary, while not sacrificing
generalization. Not surprisingly though, these hierarchies tend to be quite complex,
however well-motivated. A similar approach underlies the authors’ semantic on-
tology of clause types, where the main argument is that different classes of verbs
sub-categorize for different kinds of clause type.

A second, technical, HPSG innovation is the unification of HPSG’s principles
into a single default one, the Generalized Head Feature Principle (GHFP), which
states that a headed phrase must by default share the SYNSEM feature of its head.
This default may be overridden by constructions, which replace the additional prin-
ciples of previous versions of HPSG. For instance, a head-complement construction
replaces the Valency Principle (Pollard and Sag, 1994) in ensuring that the com-
plements of a head are checked off, before being inherited by the mother phrase.

With the use of HPSG comes a very welcome (and uncommon) insistence
on spelling out syntactic analyses in explicit detail. By using constructions, this
tradition is emphasized even further, allowing a treatment of the quirks and id-
iosyncrasies of English. This level of explicitness also paves the way toward a
computational implementation of the grammar.

Ginzburg and Sag analyze the meanings of questions as abstractions over propo-
sitions. A simple wh-question (Who left?) is just an abstraction over the single
variable position being asked about (the potential subjects of leave). Polar ques-
tions (Did Bo leave?) are 0-ary abstractions, and multiple wh-questions (Who saw
whom?) induce n-ary abstraction over multiple variable positions. Importantly, the
authors use simultaneous abstraction, rather than piecemeal Currying of multiple
λ-operators. Multiple wh-phrases thus combine to form a single abstraction oper-
ator, which always takes highest scope over any additional generalized quantifier
(GQ) in the sentence. Pair-list readings (Which book did each person read? John
read War and Peace, and Bill read Anna Karenina.), which would otherwise appear
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to support a universal quantifier scoping over questions, are explained by reducing
them to a pairwise specification of a functional answer (Engdahl, 1986).

This view diverges significantly from many previous approaches that attempt to
interpret wh-phrases as denoting a form of GQ. The authors provide several striking
items of linguistic evidence to support this view. For instance, singular which phrases
give rise to a uniqueness presupposition. Multiple singular which-phrases lead (to a
first approximation) to a presupposition of a bijective reading. For instance, Which
person read which book? presupposes a unique book per reader. If one wh-phrase
scopes over another, it would be difficult to reconstruct the bijection presupposition
incrementally. Instead an absorption operation (Higginbotham and May, 1981)
would be needed to combine them, in order to apply the bijection presupposition as
a global constraint. However, if simultaneous abstraction is used, then the different
wh-phrases are already “pre-absorbed”, and no special operation is necessary. While
Ginzburg and Sag’s evidence against a GQ approach is appealing, it does not appear
to provide a knock-down proof against it.1 In any case, the onus is now on the holders
of the GQ view to account for such evidence.

The book frames its semantic theory within Situation Semantics (Barwise and
Perry, 1983). Situations, which are partial by definition, purport to provide fine-
grained control on the semantic contribution of clauses. For instance, positive and
negative questions (Did Bo leave/not leave?) are usually assumed to have the same an-
swers, and therefore often considered equivalent (Groenendijk and Stokhof, 1997).
By contrast, Ginzburg and Sag interpret them as different entities, by applying a
question operator to a positive or negative relation (leaving/not leaving), respec-
tively. Their definition of answerhood ensures that while being distinct, the answer-
hood conditions of both polarizations will coincide. This approach allows subtle
contextual restrictions such as in the acceptability of French si with negative but not
positive questions. This offers convincing evidence that Situation Semantics can
be used to account for such phenomena. What is less evident is to what degree the
authors’ adoption of Situation Semantics together with related assumptions (rejec-
tion of the foundation axiom, defeasible reasoning, not-quite-classical negation of
propositions) is necessary to handle these constructions.

The syntactic analysis of questions relies on the authors’ HPSG treatment of un-
bounded dependencies. This analysis eschews overt gaps, traces and the like, and
instead uses the SLASH feature to encode the “extracted” argument. The SLASH
feature is percolated up the derivation tree by virtue of the GHFP (rather than a spe-
cial SLASH Inheritance Principle as in previous versions of HPSG). It is canceled
off by a suitable filler, subject to the constraints of different constructions, which are
used to account for different extraction types. Wh-phrases may also remain in situ,
in particular (but not exclusively) in reprise contexts (Jo saw WHO?). They also ap-
pear in exclamatives (What a sunset Kim painted!). Ginzburg and Sag’s account not
only “liberates” such utterance types from the domain of performance to the domain
of competence, it also has a “democratizing” effect, of viewing all these utterance
types as members of equal standing in a collection of different construction types.
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Likewise, the authors provide a detailed treatment of short answers (such as
Who left? Bo. or Who left? Every student. and even Did Bo leave? Yes.) and sluicing
(I’m very tired. Since when?). These are handled using a general theory of discourse
that keeps track of the facts that were established by the previous discourse and the
questions that are currently under discussion. These are tracked using the CTXT
feature within the same feature structures used for the grammatical interpretation,
allowing an anchor for answers and sluices to interact with. For instance, the mean-
ing of yes is roughly something that extracts the queried proposition from the current
polar question under discussion, and asserts it.

To summarize, Ginzburg and Sag’s goal in this book has been to provide a unified
syntactic and semantic view of the grammar of English questions. So, returning to
the parable, what kind of “elephant” emerges from this view? It is certainly a noble
creature: an integrated, thorough, and very plausible view of the grammar with rich
empirical coverage. This is no small feat, and therefore makes the book highly rec-
ommended for researchers interested in the analysis of natural language questions.
However, it is also a cumbersome animal, with typed feature structures, a detailed
semantic ontology, varied grammatical constructions, Situation Semantics using
non well-founded sets, non-classical negation, simultaneous abstraction, etc. Fur-
ther research will show whether a more nimble-footed description may be achieved
allowing similar empirical coverage. While one is not necessarily obligated to ac-
cept all the theoretical commitments of the book, it would be imperative for any
researcher on questions to heed the wealth of evidence contained in the book.

Finally, a note on style and typography. The linguistic analyses, both syntactic
and semantic are always presented with clarity. The authors’ use of abbreviation
and shading (in addition to the hierarchy of constructions itself) is very useful in
graphically containing otherwise unwieldy feature structures within the limits of a
page. The book is exceptionally free of type-setting errors for its level of detail. A
list of corrigenda nevertheless is to be found on the publisher’s Web site.2
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Notes

1. In particular, the presuppositions of questions are a more complex topic (Rullmann and Beck,
1998).

2. http://cslipublications.stanford.edu/site/1575862786.html
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Data Oriented Parsing, Rens Bod, Remko Scha, Khalil Sima’an, Stanford, Califor-
nia: CSLI Publications, CSLI Studies in Computational Linguistics, 2003, Price:
35 US$ (Paperback), ISBN: 1-57586-436-3

1. Overview

This book provides an excellent overview of the field of data-oriented parsing which
was pioneered by Rens Bod and Remko Scha. Data-oriented parsing is concep-
tionally a radically new approach to automatic syntactic analyses with interesting
theoretical properties, in particular from a psycholinguistic perspective. The book
is divided into four parts which are devoted to theoretical foundations (I), compu-
tational issues (II), more complex DOP models and related formalisms (III), and
finally to DOP-based machine translation and treebank induction (IV).

2. Contents

The book starts with an introduction by the editors which motivates probabilistic
parsing in general and data-oriented parsing in particular. The following article by
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Rens Bod and Remko Scha summarizes the simplest model of data oriented parsing,
called DOP1. DOP1 extracts all possible tree fragments from a corpus of manually
annotated parse trees (treebank) and uses the fragments to assemble parse trees for
new sentences. The most likely parse tree is selected and returned. The probability
of a parse tree is defined as the product of the probabilities of the fragments which
make up the tree. The probabilities are estimated with relative frequencies, i.e., by
dividing the frequency of a fragment by the number of fragments with the same
top node. Usually, there are many different ways to build a parse tree for a given
sentence. Many of these derivations are equivalent in the sense that the resulting
parse trees are identical. In order to find the most probable parse – and not just the
most probable derivation – it is necessary to sum the probabilities of equivalent
derivations. Khalil Sima’an proves in Chapter 5 of the book that the problem of
finding the most likely parse tree is NP-hard. Therefore, Monte-Carlo methods
have to be used which approximate the computation of the most probable parse
in polynomial time. These methods randomly generate derivations for the input
sentence, count how often each parse tree is generated and return the most frequent
parse. In Chapter 6, Chappelier and Rajman present different sampling strategies
and show how to compute the number of samples required to guarantee with a fixed
maximal error probability that the most frequently sampled parse tree is indeed
the most probable parse tree. In Chapter 7, Remko Bonnema proposes another
method which speeds up the computation of the most probable parse with dynamic
programming.

Selection of the most probable parse tree is not the only computationally expen-
sive operation in DOP. The generation of the set of possible derivations (derivation
forest) from which the parser samples in order to compute the most probable parse
has cubic runtime with respect to sentence length – like CFG parsing – but the
grammar constant is huge because the number of fragments extracted from a parse
tree grows exponentially with its size. Joshua Goodman shows in Chapter 8 that it
is possible to emulate DOP parsing with a PCFG for which the number of extracted
rules grows only linearly with the parse tree size. The Viterbi parse of the PCFG
encodes the most probable DOP derivation and has the same probability. Goodman
also proposes to compute the parse consisting of the most likely constituents rather
than the most probable parse, because the exact computation of the former only
requires cubic runtime and directly maximizes the number of correct constituents
which is the criterion based on which the parsers are usually compared.

Simple estimation of the tree fragment probabilities by means of relative fre-
quencies gives exponentially more weight to larger parse trees in the treebank
because the number of fragments extracted from a parse trees grows exponen-
tially with tree size. In order to eliminate this bias, Bonnema and Scha (Chapter 3)
assign a weight to each extracted tree fragment which is defined as the number
of derivations containing this fragment divided by the total number of deriva-
tions and show that this weight is a function of the size of the fragment. The fre-
quency of a fragment is defined as the sum of these weights. Maximum Likelihood
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parameter estimation based on these frequencies provides a consistent and unbiased
learner.

In Chapter 11, Khalil Sima’an discusses a lexicalized version of DOP. He pro-
poses to annotate each non-terminal in the treebank with its lexical head and its POS
tag to extract fragments from this annotated treebank. Because this straightforward
approach would lead to untractable sparse data problems, he later restricts lexical-
ization to the annotation with POS tags (and optionally also the categories of nodes
dominating the POS tag). Therefore, the annotation provides (morpho)syntactic
rather than lexical information. Furthermore, in contrast to standard DOP, he al-
lows the extraction of tree fragments which are partial in the sense that they contain
a node and some, but not all of its daughter nodes. The generation of parse deriva-
tions fills up the partial fragments. The additional daughter nodes are added by a
Markovian process similar to the one used in Collins’ parser.

In Chapter 11, Bod and Kaplan extend the DOP approach towards parsing with
feature constraints. In their LFG-DOP model, the tree fragments are paired with
feature structures (called f-structures in LFG theory). During the generation of parse
derivations, the tree fragments and the f-structures are combined in parallel. The
conditions encoded in the feature structures eliminate parses which violate linguistic
constraints. The probability of a fragment is defined by its relative frequency with
respect to the set of all fragments which could be inserted at the same position
without constraint violations. The most probable parse is extracted with Monte-
Carlo methods. While parsing a sentence, LFG-DOP – at the same time – translates
it to a semantic representation, the f-structure. A similar approach is used by Arjen
Poutsma in Chapter 18 for machine translation. Each tree fragment is paired with
its translation in the target language and parse trees for source and target language
are assembled in tandem. Instead of extracting the most probable parse and its
translation, Poutsma computes the most probable translation by summing over all
parse trees resulting in the same translation. Because this problem is NP-hard, as
well, Monte-Carlo methods have to be used, again. A similar approach to machine
translation based on LFG-DOP is proposed by Andy Way in Chapter 19.

The only operation available in DOP1 for combining tree fragments is tree
substitution, i.e., a leaf node labelled with a nonterminal category is replaced by
a tree fragment with a matching root category. Lars Hoogweg extends DOP in
Chapter 17 with the tree insertion operation. Tree insertion splits a tree at some
inner node, inserts a (auxiliary) tree fragment and attaches the cut-off subtree at the
“foot” node of the inserted tree fragment, which is a designated leaf node whose
category matches the root category. Preliminary experiments, however, show no
improvement in parsing accuracy of his TIG-DOP model over DOP1.

Besides the aforementioned articles about DOP, the book also comprises several
articles about related models. Aravind Joshi and Anoop Sarkar present stochastic
lexicalised tree adjoining grammars. Tree adjoining grammars (TAGs) are similar
to tree insertion grammars (TIG), but the adjoining operation of TAG is less re-
stricted than tree insertion, and TAGs are therefore capable of generating languages
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which are not context-free. While DOP uses all possible fragments extracted from
a treebank (with the result that the same parse tree is obtained from many dif-
ferent derivations), the tree fragments in LTAG are highly restricted, so that each
derivation corresponds to a different syntactic analysis. For stochastic LTAGs, it is
therefore sufficient to compute the most probable derivation.

In LTAG, each word is dominated by a tree fragment and the parse tree is
obtained solely by combining these fragments. If the correct tree fragment is given
for each word, it is easy to assemble them to a parse tree. In Chapter 15, Srinivas
Bangalore describes the implementation of a TAG parser which uses a probabilistic
supertagger to disambiguate between the different tree fragments (= supertags)
headed by a word. A deterministic heuristic-based algorithm called “lightweight
dependency analyzer” is then used to build a parse tree from the supertags.

Stochastic TAGs normally have to be trained on treebanks which are annotated
according to TAG principles. In Chapter 16, David Chiang shows that it is possible
to train TAG-style grammars on the Penn treebank. His approach resembles that of
Lars Hoogweg. He also uses a tree insertion grammar which is augmented with the
sister adjunction operation in order to generate the flat structures found in the Penn
treebank. Unlike Hoogweg, however, who follows the DOP approach by extracting
all tree fragments, Chiang restricts the fragments in a similar way as LTAG. Hence,
there is no need to sum the probabilities of equivalent derivations.

Two articles of the collection describe non-statistical approaches to selecting
the best parse given a set of fragments from a treebank. Guy de Pauw’s parser
(Chapter 9) extracts the parse tree with the minimal number of fragments. Exper-
imental results are disappointing, however, indicating that it is not just the size of
the fragments which determines the quality of a parse. Dagan and Krymolowski
(Chapter 10) follow a shallow parsing approach with cascaded processing. It is the
only parser presented in the book which is not based on the combination of tree
fragments.

Finally, Günter Neumann describes an HPSG parser (Chapter 13) which uses
a lexicalised tree substitution grammar induced from HPSG parse trees to speed
up HPSG parsing; Menno van Zaanen (Chapter 20) proposes an alignment-based
learning method for the induction of treebanks from raw text, and John Carroll and
David Weir compare four different classes of probability models for tree substi-
tution grammars, which differ with respect to the strictness of the independence
assumptions.

3. Summing Up

This book is certainly a “must” for anybody interested in data-oriented parsing
since it covers all the important theoretical and practical issues of DOP like its
computational complexity, the unbiased estimation of the parameters, efficient im-
plementation techniques, and the application of DOP to constraint-based parsing
and machine translation. What I am missing in the book, is a comparison of DOP
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with other state-of-the-art treebank parsing methods which “tend to be easier to
implement and more efficient than DOP-style models. Furthermore, by creating
explicit probability models, the path to improvement is clearer: one can find un-
modeled correlations or similar problems, and add these to the model” (Jonathan
Goodman, Chapter 8 of the book).

Helmut Schmid
Institute for Computational Linguistics (IMS-CL)
University of Stuttgart
Azenbergstr. 12
70174 Stuttgart
Germany
E-mail: schmid@ims.uni-stuttgart.de

Semantics in Generative Grammar, Irene Heim and Angelika Kratzer, Blackwell
Textbooks in Linguistics, Oxford: Blackwell Publishers Ltd, 1998. Price £18.99,
pp. 324.

Semantics in Generative Grammar by Irene Heim and Angelika Kratzer is part
of the Blackwell Series “Textbooks in Linguistics”. It shows a way in which se-
mantic considerations can be integrated into a Chomsky-style generative grammar
analysis and illustrates this by focusing on two key problems, quantification and
the interpretation of anaphoric expressions. Chapter 1 gives a short introduction to
truth-conditional semantics, set theory and functions. No traditional introduction
to logic is given. Chapter 2 introduces “Frege’s conjecture”, the idea that semantic
composition is functional application. The application of this conjecture is the way
in which Heim & Kratzer make their semantics compositional, and this principle
guides the rest of the book, influencing preferences in analysis. Chapter 3 introduces
basic semantic ideas such as type-driven interpretation, well-formedness and inter-
pretability. Chapter 4 extends a fragment of English with a treatment of adjectives,
prepositional phrases and definite descriptions, including quite a long discussion
of presupposition. Chapter 5 then introduces variable binding, paving the way for
Chapters 6–8, three chapters that delve deeper into issues in quantification. Chap-
ters 9–11 build on this by introducing a selection of other topics related to the
interpretation of anaphora, e.g. referential pronouns, bound variable interpretations
of pronouns, and E-type pronouns. Finally, chapter 12 introduces some motivations
for an intensional semantics and sketches how an intensional analysis would work
with sentences expressing attitudes. The book concludes with a 12 page index.
Additionally, each chapter is followed by extensive endnotes, which also contain
references to cited or related work.
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The book distinguishes itself from other introductions to semantics in both level
and depth of analysis, and as a textbook is probably only appropriate for the stated
targeted readership of graduate students and advanced undergraduates.

Throughout, a close connection is kept between the syntactic analysis and the
semantic analysis. This is different from what is taught in many introductions to se-
mantics, where the actual syntactic analysis leading to a logical form is sometimes
treated as a detail to be worked out later, a common approach when semantic
analysis is taught via predicate logic. Instead, Semantics in Generative Grammar
uses a sophisticated syntactic analysis from the very beginning, and the interde-
pendence between syntax and semantics is continually illustrated with cases where
semantic considerations influence structural decisions, such as the treatment of
quantified NPs in object position (Section 7.3). Cases where syntactic constraints
rule out certain interpretations are also given, such as the determination of in-
dexing possibilities (Section 5.5) and in the discussion of weak crossover effects
where c-commanding based on the given tree-structure rules out syntactic binding
and thus in turn semantic binding (Section 10.3). Students familiar with genera-
tive grammar can concentrate on semantic and syntax-semantic interface issues
immediately. Additionally, readers are clearly shown that from a correct syntactic
analysis of a surface structure, a semantic analysis can be determined in a rigorous
way.

However, this also makes the book rather demanding for students with a weak
background in generative syntax. Sometimes it was difficult to see the semantics
for the syntax. Students can easily get the impression that the choice of syntactic
theory for semantic analysis is less arbitrary than it actually is (despite the disclaimer
made in Section 3.2). For example, the guiding principle of functional application,
applied throughout the book, is defined in such a way that daughters of the same
node will need to be compatible types so one can be an argument to the other.
Type compatibility is often achieved through the syntactic process of movement.
In this way, syntactic movement decisions influence the applicability of functional
application. Thus, if your students (or you) are unfamiliar with, or even sceptical
of concepts like traces and movement you will probably find some of the analyses
difficult to accept.

The advanced nature of the text is most clearly seen in the choice of exercises.
The book contains a large number of problems which range from completing an
analysis started in the text, to questions that have the scope of an entire dissertation.
A case in point is the exercise on there-insertion contexts (Section 6.6). This very
topic is the subject of much on-going research. The considerate teacher will need
to point out which exercises are more advanced. No answers are given for any of
the exercises, nor could they for most of them given their nature. Exercises that
reinforce understanding are few, and unless you are teaching to a very advanced
group most classes will have to be supplemented with additional assignments. The
positive side to this is that the exercises introduce current semantic problems, and
the endnotes in each chapter are good sources of suggestions for further reading.
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The reader gets the immediate impression that they are being invited to contribute
to real work, which is inspiring.

The style is easy to read and the exposition of many difficult and confusing
topics is very clear. For example, the explanation of binding theory in Chapter 10
is excellent. Most sections have the following pattern: A problem is introduced.
Intuitive solutions are presented and developed only to be discarded when further
evidence shows them to be false starts. Earlier assumptions are then often revised
and a new alternative solution is proposed, and the process continues. This method
of presentation is not common in introductory textbooks, and students may be frus-
trated with the emphasis placed on knowing what analyses fail rather than simply
being taught what the current consensus is. However, this style of presentation in-
troduces students to the reality of the field; few problems have definitive solutions,
and research often involves many false starts. Semantics in Generative Grammar
is really an advanced introduction, and is a good example of how advanced-level
texts should be organized.

One negative aspect of the book is that the authors never go into the idea of model-
theoretic semantics, choosing instead to use vaguer formulations such as talking
about “the description of the facts” (p. 100) or whether or not something would be
true in a given situation. This makes the semantic analysis seem imprecise, and may
give readers the impression that there is no principled way in which to check the truth
or falsity of sentences, or to test the predictions of a given analysis, other than by
appealing to one’s own intuitions. Students who go on to read about semantics from
other traditions may be surprised at the emphasis placed on models, counter-models,
and entailment relationships etc., which are considered basic in other introductions.
This omission also makes the introduction to intensional semantics in Chapter 12
less clear to readers unfamiliar with the topic.

Models and syntactic and semantic inference are also important in computational
semantic implementations, such as e.g. Johan Bos’s DORIS (Discourse Oriented
Representation and Inference System). The omission makes the text less appropriate
for students intending to work with NLP-implementations incorporating semantic
analysis, where dealing with natural language inference is a key research problem.
Also, few students in computational linguistics will have had much experience
with principles and parameters-style grammars in applications, and they may find
it difficult to transfer an analysis presented in Semantics in Generative Grammar
to another framework. For this audience then the book is not an ideal textbook, and
can best serve as a supplement to understanding the results of more formal semantic
work done within the Heim & Kratzer framework.

Indeed, Heim & Kratzer can be considered to have founded a certain style
of analysis, and its influence can be seen in much work in semantics from the
eastern U.S. For a textbook, even an advanced one, it is surprising how frequently
Semantics in Generative Grammar appears in reference lists for conference papers
and even journal articles. This may in some cases be former students showing their
colors but it is also a testimony to the depth of the text, which for many topics,
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such as quantification issues, gives the best survey of the large body of available
research.

In summary, Semantics in Generative Grammar is a challenging guide to
how semantic analysis can be integrated with a sophisticated syntactic theory,
that forces the reader from the very beginning to deal with real problems, and is
essential reading for understanding large parts of current research in semantics
and the syntax-semantics interface.

Jennifer Spenader
Center for Language and Cognition Groningen
University of Groningen
Postbus 716
9700 AS
The Netherlands
E-mail: j.k.spenader@let.rug.nl

Handbook for Language Engineers, Ali Farghaly (ed.), University of Chicago Press,
Chicago, 11+432+11 pp., 2003, Price: $25/17.50GBP, ISBN 1-57586-396-0

The handbook of Language Engineering is intended as “a practical guide for a wide
range of jobs in the area of natural language processing” (page 1, Introduction).
The book is written for linguists that enter the ‘growing’ job-market of language-
technology. This is a very practical and refreshing perspective that can be found
throughout the book. The book has 10 chapters, where the first and last chapter
by Farghaly, present the introduction and a kind of afterthought, respectively. The
other 8 chapters discuss some broad areas of language engineering, although the
book is certainly not comprehensive with respect to the topics.

The book is clearly not written by linguists but by language engineers and com-
puter scientists. The problem for such a handbook is the proper level of detail. The
book as a whole clearly struggles with this, as the different authors vary consider-
ably in the technical level of information. The book contains a wealth of information
and most of it is well written. However, readers and especially linguists will find
some parts uninformative and too general and others too difficult and technical to
understand. The book typically follows a line from more easy-to-read and under-
standable chapters in the beginning to more difficult and very hard-to-understand
chapters towards the end, especially for linguists who are not familiar with technical
literature.

The table of content lists only the chapters but not the sections. This is an
omission because the chapters are quite long and there is much information that
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does not directly follow from the chapter titles. Some chapters have excellent cross-
referencing (Chapters 8 and 9), while others clearly lack cross-referencing where
it is very obvious (Chapters 4, 6 and 7). There is also some overlap in the topics
discussed across the chapters. Part-of-speech taggers, grammars and annotations
are discussed at several places. This would have been obvious if there would have
been a more detailed table of content.

Chapter 1, Introduction, Ali Farghaly

The first chapter explains the motivation and perspective of the book, intended for
linguists who are entering the engineering field. Farghaly makes clear that there is a
growing need for linguists and this book is intended to prepare them for their task.
He explains the background of the intended readers and points to the complexity of
NLP as an engineering task. The example used in Section 1.2 is not very well chosen.
Farghaly states that in dictionaries “almost every entry has multiple meanings and
may have more than one part of speech” (page 5). That is certainly not true. Most
entries in dictionaries have a single meaning and part-of-speech. The problem is
that a small proportion of the vocabulary is extremely ambiguous and represents
80% of the word tokens in text. Obviously, his point that ambiguity is the bottle
neck is still valid.

Chapter 2, Domain Analysis and Representation, Ali Farghaly
and Bruce Hedin

This chapter discusses the effects of domains on language structure and use, and
consequently the need to model language-technology for specific domains. As
stated in the introduction, “the domain-based constraints on word choice and usage
can be of use in Natural Language Processing.” The authors suggest that this is the
focus of the chapter. Section 2.3 covers the use of domain constraints in applied
linguistics, but it is the shortest section of the chapter. It mentions only two concrete
applications: second language learning and machine translation. Systran is quoted
as an example of successful domain restriction. The authors do not mention however
that a domain-solution is very expensive and time-bound, whereas transferring and
maintaining domain-knowledge is not trivial. There are many more applications
that can benefit from domain-based approaches: information retrieval, information
extraction, text mining, question-answering system, speech recognition, etc. These
are not discussed. The authors choose to mention only some generic advantages:
less semantic and syntactic ambiguity, easier co-reference resolution and dictionary
acquisition.

Consequently, the focus is on clarifying on a general level that language differs
from domain to domain, something that most linguists already know. This is illus-
trated by references to standard works in linguistics (Labov 1972). Similarly, they
make the rather general point that boundaries between domains tend to be blurred.
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Section 2.4 is devoted to the identification of a domain into topics. This is a further
step in the analysis that will reveal specific aspects and facets of interest within
a specific domain. This assumes that the general domain is determined. The top-
ics allow for specific applications and services to be developed, where the general
problem is limited to only the relevant aspects. For example, a flight reservation sys-
tem only needs to cover issues related to that specific process. The authors clearly
demonstrate that domain and topic specific approaches scale down the problem of
natural language understanding to more realistic proportions.

In Section 2.4.4, the authors discuss statistical approaches to classification. They
limit the scope of the discussion to topic detection, which is a rather specific subtask.
They come up with a “challenge for such systems” (page 52), namely two pieces
of text with almost the same words but representing two different topics: a request
for technical support and a request for information on how to return a product.
The example is a bit far-fetched and is not very objective with respect to statistical
classification. Statistical classification has been very successful in the past and
there are still ongoing developments such as automatic hierarchical clustering and
automatic terminology extraction. There are no references to this literature and there
are no credits for this technology. The more structured topic-driven approaches that
are advocated here also have their limitations. Nevertheless, there is not much
discussion of these limitations, so that the reader does not get a balanced view of
the different fields and scope of the different technologies. The authors are a bit
biased towards small-scale solutions within domains that require a more formal
analysis and representation, compared to more robust and shallow techniques that
can be applied on a larger scale.

Chapter 3, The Language of the Internet, Naomi S. Baron

This lengthy chapter is a very interesting and complete description of language
in a broad sense on the Internet. Language is considered as the protocol for the
network and it is considered with respect to people communicating with language
being mediated via a broad range of systems (Computer Mediated Communication).
Furthermore, she discusses language use of people on the Internet. After reading
the chapter, some readers may not have acquired many new abilities to use the
Internet (who does not know what email is?). However, the chapter contains a
wealth of definitions of well-known terms and also of lesser-known terms (MOOs,
IRC). Furthermore, it gives a concise historic overview of the development of the
Internet in the last decades. Older readers that have seen this development will
appreciate the clear overview, younger novice readers will probably learn from
the historical development. The chapter makes clear what the effects are of the
technology on language use and language structure, and probably on a longer term
even on the language system. Throughout the chapter, there are many references to
other sources of information with more details.
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Unfortunately, the connection with language technology is not really made. For
example, when discussing emerging search techniques (Section 3.5.2), there would
have been a possibility to mention search techniques that use NLP and overcome the
limitations of traditional search engines that most people use. Instead, the author
chooses to mention Intelligent Agents and the Semantic Web. These are more
AI-driven systems that typically do not focus on the linguistic aspects. Similarly,
Section 3.6 on Cross-Linguistic Challenges on the Internet is very short compared to
the other sections. Especially this topic asks for linguistic and language-engineering
approach but hardly any details are given.

Chapter 4, Grammar Writing, Testing and Evaluation, Miriam Butt
and Tracy Holloway King

This chapter is an excellent introduction into the practice of grammar development
for NLP. It starts of with the very true remark that linguists should realize that
grammars for NLP are not the same as idealized grammars. A grammar for NLP
should work in tough and uncontrolled circumstances. The grammar should be
robust and perform the task it is designed for.

The chapter is then divided into three parts: deep-grammars, shallow-grammars
and grammar evaluation. Deep-grammars are more familiar to linguists and most of
this section may be known. The subsections on the challenges for deep-grammars
and probabilistic techniques are however good discussions on the problems and
solutions to get these grammars to work. Shallow-grammars are typical products
of the language-engineering community. This section will be new to traditionally
trained linguists. Very useful as well, is the section on testing and evaluation. It
represents a practical and concise description of the need and pitfalls of evaluation,
which comes close to instructions for software development (including the methods
for documentation).

Chapter 5, Ontologies, Natalya Noy

Chapter 5 is a good introduction to Ontologies. The chapter begins with a definition
of an ontology from Gruber (1993), based on the notions of definition, formalization
and conceptualization. Ontologies are related to a purpose and necessarily also to
a specific domain. Some reasons and benefits of ontologies are given to motivate
the effort of building an ontology.

Next, Noy presents an overview of electronic resources on a spectrum of for-
malization (page 187). This is very useful for people entering the field, who are
often confused by the variety of terms and definitions that people tend to use and
mix. In general, electronic glossaries, thesauri, and dictionaries are not formalized
and therefore cannot be considered to be ontologies. Obviously, differences are
scalar.
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There is a mistake in the last paragraph of page 188, where Noy mentions
WordNet. She suggests that WordNet is discussed in more detail in Chapter 3
of this book. However, the WordNet structure is not described anywhere else in
the book and this would have been the place to do it and contrast it with more
formal ontologies, especially for linguists, who may be more familiar with WordNet
than with ontologies. Now the reader is left with the short description on pages
188 and 189. The claim that the synsets are language-independent (page 189) is
wrong. Concepts are listed when they are lexicalized. Since there are considerable
differences across languages, the synsets are thus language-dependent. This is an
issue that would interest linguists and where they can truly contribute in ontology
development.

The rest of the chapter describes some well-known ontologies, gives a recipe
for building ontologies and finally describes a few tools for ontology development.
Most of it is clearly written (despite the spelling errors) and very practical. Some
aspects are perhaps not explicit enough, which is understandable given the space
limitations. On page 199, for example, the definitions of the classes and the class
hierarchy are discussed. This is perhaps one of the most crucial phases in ontology
building. The key instrument is the concept of independent existence. Noy just
mentions this concept but does not explain what it means and how it works. This is
however a very crucial notion, especially for linguists that tend to take every word
as a class.

The use of ontologies is hardly covered, except for the Mikrokosmos ontology,
which is developed solely for the purpose of machine translation. This is unfortunate
because the use and re-use of ontologies in NLP is not obvious. In that respect, less
formal resources such as WordNet are more easily integrated in NLP. A discussion
on this would make the chapter more complete.

Chapter 6, Text Mining, Corpus Building
and Testing, Karine Megerdoomian

Karine Megerdoomian discusses the ins and outs of text corpora for NLP. There is
little mention of text mining, except in Section 6.2.4. The chapter covers many prac-
tical and useful topics related to corpora. It is very accessible and understandable
for linguists with a non-technical background. It gives a short historical perspective
and then discusses the process of preparation (tokenization, word segmentation,
and annotation). The next part covers a few applications that benefit from cor-
pora: lexical acquisition, parsing, word-sense-disambiguation, discourse analysis
and machine translation. This seems to me a bit arbitrary because many more ap-
plications could make use of corpora. The last part contains practical information
on (Unix) tools and testing and evaluation aspects. The chapter ends with a more
global opposition between Symbolic and Statistical paradigms and the believe that
the combination of the two has the future. It remains unclear what these hybrid
systems are.
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Despite the overlap with Chapters 3, 4 and 7, there are no references to other
chapters. For example, the author describes encoding schemes SGML, HTML and
XML, which have been discussed at length in Chapter 3. In Section 6.4.1, she
explains annotation schemes for treebanks that are also discussed in chapter 4.
Section 6.5.2 is about partial parsing which has been discussed at length in Chapter
4. Machine translation using parallel corpora and statistical techniques will also be
discussed in Chapter 7.

There are quite a few omissions. The author mentions LDC as a source for
corpora but does not mention ELRA. Gate is called a “graphical interface tool”,
which by far does not describe the system. On page 239 (on Lexical Acquisition),
the author suggests that the building of large-scale lexicons can be automated and no
longer requires labor-intensive manual work. That is not true for all types of lexical
data and also not for all parts of the vocabulary. The core vocabulary of languages
is extremely difficult to encode and corpora are at most valuable instruments for
lexicographers. It lacks references on various places. For example:

– Page 236, in the section on the Design of the tagset, the author states that there
is no agreed set. Here at least a reference to EAGLES/ISLE would have been
appropriate, which has led to a recommendation for a tagset.

– Page 243, section on Word-Sense-Disambiguation mentions WordNet, created at
Princeton University, but there is no reference. In the paragraph of this section,
the author discusses corpora annotated with sense labels but does not mention
SemCor nor Senseval!

– Page 248, second paragraph refers to the Natural Language Group at Uni-
versity of Maryland that take advantage of existing lexicons, morphology
tools, ontologies and other resources for English. There are no references to
publications.

– Page 258 on collocations: “The study of collocations is also central to research
on a contextual theory of meaning and language use.” The reader would have
been helped by some references to introductions to these theories.

Chapter 7, Statistical Natural Language Processing, Chris Callison-Burch
and Miles Osborne

Chapter 7 is a good introduction into statistical approaches to NLP. The authors
start with a simple example to illustrate the augmentation of a rule-based system
with probabilities. Next, they discuss the basic notions and aspects of language
modeling (overfitting and underfitting). Following sections on Maximum likeli-
hood, Smoothing, Maximum Entropy and Kernel methods are a bit too cryptic and
dense for a linguist without technical background. The remainder of the chapter
is very clear, discussing the data, the training process, testing and evaluation. The
last part is devoted to applications that are “more naturally handled with statistical
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techniques”. The listed applications are far from complete: part-of-speech tagging,
parsing, text classification, question-answering and machine translation. Word-
sense-disambiguation is a real gap in this list: i.e., SemCor is not listed in Figure 3.
I also miss references to other chapters (4, 6 and 9) that also describe taggers, Hid-
den Markov Models, parsers and machine translation. The authors have a strong
belief in statistical NLP. Typically, on page 270 they list advantages but not the
drawbacks. Sometimes, belief becomes religion: “For example, a text classification
system may be able to classify a text even if all of the words in that text are previ-
ously unseen” (page 270). I have serious doubts that this claim is true, unless static
resources are used.

Chapter 8, Knowledge Representation for Language Engineering,
Matthew Stone

Chapter 8 discusses the role of Knowledge Representation in language engineering.
Here language engineering is interpreted as developing systems that are instructed
to cooperate on the basis of natural language utterances. Mathew Stone convinc-
ingly explains the complete process of interpretation with a single example: “I
would like coffee.” He gives a very clear and precise description of the pitfalls of
interpretation, as a function of context, intention and interaction. The perspective
is taken that language is used to interact with machines, where the machines carry
out tasks given their understanding of the language. The approach in general is to
achieve deep-understanding, which can only be successful in a small constrained
context. The knowledge of the closed world defines the possible understanding
of the utterance. That is the role of knowledge representation in Language En-
gineering. The challenge is “to capture the connection between natural language
utterances and the underlying ontology of our domain of discourse” (page 304).
The ontology defines the possible relations. The knowledge representation has to
identify, describe and formalize the further background knowledge about the closed
world.

The author mentions a range of fundamental and philosophical aspects of the
process of interpretation and meaning, but focuses on the practical aspects of how
to get to a working system, albeit in a small closed domain. The chapter has close
affinities with the Semantic Web, and thus is an important area for linguists entering
the field. The scope of applications is mainly in the future. The Semantic Web and
the many promises still need to be realized.

Overall, the chapter shows that Stone has an excellent knowledge of the topic.
The overall structure and reasoning is very carefully built up. There are many good
references to other chapters in the book and to the literature. As such the chapter is
an excellent introduction into the complex matter of deep-understanding.

Still, I find his style sometimes a bit obscure. In many cases the author first
explains a complicated issue in rather general and abstract words, often a lengthy
section (e.g., Section 8.3.2). Mostly, in the following pages, he then gives a concrete
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example which makes it all clearer. It would have been more to the point if the
examples came first and the generalizations were made as a conclusion. Specifically,
when he describes the algorithm in Section 8.3.2.2, he probably looses many readers
who are not familiar with Prolog and/or knowledge representation. The Prolog style
of the algorithm is too specific and the problem could have been solved differently.

Occasionally, the philosophy is debatable. In Section 8.4.2., the author dis-
cusses categories from the perspective of “explanatory understanding”. He states
that Artifacts “are not categorized by the process that created them, but by their cur-
rent conditions”. This is not a generally accepted view. For example, the agentive
role is as essential as the telic role in the generative lexicon (Pustejovsky 1991).
The author argues that a “comfortable horizontal surface in a rock” therefore counts
as a seat and thus an artifact! Just before that section, a zebra was called a natural
kind due to the way a zebra came about. However, a zebra can be food or even a
chair given the proper circumstances. It seems to me that the ontological basis is
slippery (pages 331 and 332).

The author misses an opportunity by not discussing in more detail the tension
between language and interpretation, representation and ways of describing. That is
a pity because it represents an interesting challenge for a linguist. A typical exam-
ple, where the linguistic aspects are underestimated can be found in Section 8.4.2
on page 333, the last paragraph of the section. Stone rightfully states that “these
taxonomies are not taxonomies of words.” Words describe categories in a flexible
way. He then points to the fact that words are ambiguous and can describe many
different things in different contexts. However, he oversees the fact that many words
and expressions can describe the same things as well, i.e., the notion of synonymy
is not discussed here. There could have been more discussion and attention to the
difficulties of mapping a vocabulary of a domain to a small well-constrained on-
tology and knowledge representation formalism. Those are probably the problems
that a linguist needs to handle in the field.

Chapter 9, Speech Recognition and Language Understanding,
Jan W. Amtrup

This chapter gives a clear impression of the scope of speech technology and the
possible impact on our society. The reader gets a clear view where the technology
is heading to and what the current limitations are. The chapter is well-written and
the underlying technology is clearly explained: the Hidden Markov Model, Noisy
Channel Modeling and the Viterbi Decoding process. Unfortunately, the section on
Hidden Markov Models is probably too complex for most non-technical readers. It
is also not clear if a linguist needs to know this. More relevant could have been the
section on Language Modeling but this section is in its turn less detailed.

Speech understanding is opposed to speech recognition. Understanding being
the more complex task to get to the intended interpretation, given the communica-
tive goal, contextual information, and other modules such as morphology, syntax
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and semantics that either predict or select the recognized pattern (out of many pos-
sible patterns) that makes sense. This gives the reader a good idea of the future
development of speech technology as a component in more complex and integrated
systems.

A strong point of this chapter is that it clearly describes the integration of
the technology, with all its limitations, in a real end-user application. That is a
perspective that is sometimes lacking in the other chapters.

The chapter has many good and useful references and point to resources and
demonstrators to get a more specific idea. The references to other chapters in the
book are also useful.

Chapter 10, Language Engineering and the Knowledge Economy, Ali
Farghaly

The final chapter of this book tries to give an economic perspective to language
engineering. Farghaly argues that an economic shift from industry to knowledge-
based services is taking place and that the Knowledge Economy will require well-
trained and skilled language engineers. This chapter is rather general and not very
informative with respect to the role of language engineering in the new economy.
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